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Abstract

Confidential computing is gaining popularity with real world
cloud deployments. We present FABRICKED, a new attack that
manipulates fabric routing to compromise AMD SEV-SNP.
FABRICKED shows that a software adversary, by redirecting
interconnect transactions, can mislead the secure co-processor
to falsely initialize the system. Our primitive obtains arbitrary
read and write within the victim address space, thereby vio-
lating confidentiality and integrity guarantees. FABRICKED
also forges attestation reports.

1 Introduction

With growing reliance on large-scale and on-demand re-
sources for computing, it has become commonplace to shift
sensitive computation and data from on-prem infrastructure to
the cloud. This choice comes with added trust assumptions on
the cloud service provider’s software and management (e.g.,
platform components, bios firmware, host hypervisor). To ad-
dress this threat, confidential cloud computing has emerged
as a promising solution, where the cloud tenant can offload
computation to remote cloud resources without having to trust
the cloud service provider. Hardware-based trusted execution
environments are the cornerstone of achieving this goal while
being able to scale to resource-intensive workloads. Specifi-
cally, hardware extensions from all major vendors allow the
creation of confidential virtual machines, or CVMs for short.
While Intel TDX and AMD SEV-SNP are available in produc-
tion CPUs and offered on commercial cloud services, Arm
CCA and RISC-V CoVE are specified and Arm CCA will
soon be deployed in production [3, 13, 15,41,48,55,60].

These hardware extensions ensure that no software entity
other than the owner CVM can access its code and data, in-
cluding privileged host hypervisor and platform firmware.

Modern processors increasingly adopt chiplet-based ar-
chitectures to improve yield. Unlike monolithic SoCs that
integrate cores, caches, and memory controllers on a single
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Figure 1: Simplified overview of an AMD EPYC platform.
The Data Fabric connects chiplets (e.g., CPU cores, memory
controller, I/O crossbar) inside the SoC, which then interfaces
externally, e.g., with PCle devices and DRAM.

die, leading to poor yield at advanced nodes, chiplets parti-
tion functionality across smaller dies, assembled using high-
speed interconnects [25, 36]. AMD Infinity Fabric and In-
tel Mesh architecture provide such connectivity between the
chiplets while ensuring coherence, high bandwidth, and low
latency [20, 38,40, 53]. Figure 1 shows a simplified overview
of AMD Infinity Fabric in an SoC. Within Infinity Fabric, the
Data Fabric is responsible for memory and I/O coherency,
address mapping, and routing between CPU cores, memory
controllers, and peripheral devices [20]. Data Fabric must be
configured during the platform initialization phase to enforce
routing policies such as mapping data from x86 cores to spe-
cific address spaces, controlling device access, and managing
aliasing. Since the platform vendor has knowledge of the
specific motherboard topology and connected components,
the platform firmware initializes the Data Fabric configura-
tion. Specifically, during the boot process, UEFI firmware
programs the Data Fabric by writing to hardware configura-
tion registers to establish routing and access-control rules.
In the confidential computing threat model, neither the
motherboard vendor not the cloud service provider, is trusted
to configure the Data Fabric correctly. Both Intel and AMD
ship production hardware support for confidential computing



and explicitly state that the BIOS / UEFI components pro-
vided by the motherboard vendor are outside the trusted com-
puting base. Intel provides platform-specific signed trusted
software blobs to support Scalable SGX and TDX on var-
ious motherboards [31]. AMD takes a different approach:
it allows the motherboard vendor to almost freely program
certain Data Fabric registers, but checks the initial configu-
ration via a secure processor, called PSP, before initializing
SEV-SNP on the platform. Either way, both Intel and AMD
check that the interconnect is correctly configured because
any misconfiguration can potentially break the confidential
computing guarantees of TDX and SEV-SNP. For example, if
an attacker can misconfigure the Data Fabric to drop writes
from PSP to DRAM or corrupt reads from DRAM, it can
subvert the PSP security enforcement and break SEV-SNP.

In this paper, we examine the impact of misconfiguring the
Data Fabric on AMD SEV-SNP. As a first step, we analyze
AMD defenses to detect malicious Infinity Fabric configu-
rations. Analysis on Intel quickly turns out to be infeasi-
ble, as the checking mechanism is proprietary and undocu-
mented [31,37]. We shift focus to AMD, where, fortunately,
we find promising avenues for systematic analysis, thanks to
documentation, open-source reference implementation, and
feasibility of binary analysis [2, 5, 6, 8]. Specifically, we re-
verse engineer the untrusted modules of platform firmware
binaries provided by the motherboard vendor (shown inside
the red box in Figure 2) to identify if and how they configure
the Data Fabric. Then we perform controlled experiments
by modifying these binaries to study the effect of malicious
Data Fabric configuration. In particular, our goal is to assess
if AMD PSP detects this behavior. As the first result, we show
that malicious platform firmware can corrupt the Data Fabric
MMIO routing rules and can change them during runtime.

While the above finding may sound promising, we cannot
use it directly to break SEV-SNP. This is because neither the
PSP nor the x86 cores perform any security-critical MMIO
read or writes during the SEV-SNP lifecycle. Thus, even if an
adversary can corrupt MMIO routing rules, it has no avenue
to use it for exploitation. However, during our experiments,
we discover that the Data Fabric routing deviates from the
expected behavior per the documentation. Instead of routing
PSP DRAM memory requests according to DRAM routing
rules, the Data Fabric first checks if the request matches any
MMIO routing registers, and if so, the Data Fabric routes the
traffic based on the MMIO rules. With this second result, we
can maliciously redirect PSP intended DRAM accesses, of
which there are many, to MMIO memory.

We concretely demonstrate the impact of our findings in
form of FABRICKED attack on AMD SEV-SNP. We identify
that the reverse map table (RMP), which is a data structure
that protects SEV-specific metadata on the DRAM, starts with
zeroed-out memory. During SEV-SNP initialization, there are
critical writes from the PSP to the DRAM to setup the RMP.
By misrouting these writes, we corrupt the initial RMP such

that it fails to stop malicious accesses from the untrusted hy-

pervisor to the CVM memory on the DRAM. Concretely, we

showcase attestation forgery and debug-mode CVM execu-

tion, which goes undetected by all mechanisms of SEV-SNP.

We outline two mitigations based on our root-cause analysis.
We make the following novel contributions:

1. We present the first study on the security implications of
Infinity Fabric routing on AMD SEV-SNP.

2. We identify that the untrusted platform software, UEFI,
can corrupt Data Fabric MMIO routing rules and these
take precedence over uncorrupted DRAM routing rules.

3. FABRICKED uses these findings to misroute writes to
corrupt a critical SEV-SNP in-memory data structure.
Our exploits can forge attestation reports and enable
debug during victim VM execution.

Responsible Disclosure. We responsibly disclosed our find-
ings to AMD in August 2025. AMD acknowledged the vul-
nerability, thanked us for the disclosure, and plans to issue
CVE-2025-54510. Our code is public at https://fabricked-
attack.github.io.

2 Background

We explain concepts and terminology used in FABRICKED.

2.1 Confidential Computing on AMD

AMD confidential computing solution isolates VMs from the
untrusted hypervisor. The most recent iteration of this tech-
nology is AMD Secure Encrypted Virtual-Machine Secure
Nested Paging, SEV-SNP in short. SEV-SNP enables the cre-
ation of Confidential Virtual Machines (CVMs), where the
hardware encrypts CVM memory such that the hypervisor
cannot observe or tamper with the CVM. SEV-SNP ensures
the integrity of CVM memory by introducing a Reverse Map
(RMP) table. The RMP-Table is a structure in main memory
holding the security attributes of each 4KiB page. When any
entity on the system accesses main memory, a hardware unit
consults the RMP and checks whether the access is allowed.

2.2 Platform Security Processor

The PSP is a dedicated co-processor whose firmware is ex-
clusively controlled by AMD and acts as the root of trust on
modern AMD platforms. It is an Arm Cortex A5 processor
integrated into the chip die. It is known as the Platform Secu-
rity Processor (PSP), Application Security Processor (ASP),
or just Security Processor (SP). The SEV-SNP documentation
refers to it as PSP; therefore, we follow the same conven-
tion [12]. The Arm Cortex A5 core has an internal RAM
for its operating system and applications. The PSP uses the
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Figure 2: Simplified firmware image composition. In the
AMD SEV-SNP threat model, the UEFI is untrusted and not
verified by any instance.

AXI bus protocol to map x86 DRAM into the PSP’s address
space [23]. PSP interacts with the x86 cores to perform man-
agement tasks: verify and enforce security policies required by
SEV-SNP, execute all security-sensitive SEV-SNP lifecycle
operations (RMP initialization, CVM creation and destruc-
tion). The PSP also exposes APIs, through a set of MMIO
mailbox registers, such that the untrusted hypervisor can com-
municate requests to the PSP (e.g., request the attestation
report). PSP firmware, shown in Figure 2, is developed and
signed by AMD before being shipped as part of the mother-
board vendor firmware image alongside UEFI.

2.3 Unified Extensible Firmware Interface

The Unified Extensible Firmware Interface (UEFI) is de-
signed to provide a versatile and modular framework for plat-
form initialization, replacing the aging BIOS. Originally de-
signed for Itanium-based systems, it has since become the de
facto standard in modern x86 computer hardware [69, 70, 80].
UEFI can be seen as a file format similar to Executable and
Linkable Format (ELF). Once the UEFI finishes executing,
it passes control to the operating system boot loader (e.g.,
GRUB). UEFI implementations for AMD platforms consist
of two parts, one part supplied by AMD and the other one by
the respective motherboard manufacturer [2]. Figure 2 shows
a simplified composition of a firmware image.

AMD develops and provides AGESA software, which
stands for AMD Generic Encapsulated Software Architec-
ture, and contains code to perform platform-specific low-level
initialization (e.g., initialize DRAM, configure memory rout-
ing). AGESA is shipped in binary blobs that export global
functions to motherboard vendors for integration in their
board-specific UEFI implementations. In early 2023, AMD
announced to replace AGESA in the long term with open-
SIL [2]. It has the same functionality as AGESA but is fully
open source. openSIL details how the CPU initializes modern
AMD chipsets. While openSIL greatly improves the under-
standing of the AMD platform, some key aspects are omitted
within the code (e.g., DRAM initialization). AGESA/openSIL
are part of UEFL.

The second half, i.e., code from the motherboard manufac-

turers, executes more generic initialization tasks (e.g., regis-
ters system management mode handlers) and calls AGESA
functions. Open source projects, such as coreboot, aim to re-
place the code provided by the motherboard vendors as part
of open UEFI efforts [1].

2.4 Infinity Fabric

AMD introduced the Zen architecture in 2017 [67], which
was the first to use the chiplet design [20]. Instead of fabri-
cating everything on a single die, AMD uses multiple dies
and connects them to enhance the yield [53]. The Infinity
Fabric is a proprietary on-chip interconnect from AMD that
connects CPU core dies with on-platform devices and mem-
ory controllers. It consists of a Control Fabric (CF) and Data
Fabric (DF). Data Fabric is responsible for coherent data trans-
port between different components [20], it is not an active
computing component but is integrated into the system. Dur-
ing platform boot, the Data Fabric must be configured and
adjusted to reflect the current system configuration and con-
nected devices. For instance, different PCle devices request
different amounts of MMIO regions, and the platform must
be able to accommodate these configurations. The details of
the configuration process are not publicly documented. The
platform initializes the Data Fabric during boot such that it
routes memory requests to either DRAM or platform devices
with exposed memory regions. The Data Fabric distinguishes
between MMIO and DRAM when routing memory, as these
have two different destination IP blocks. The distinction is
vital since wrongly routing memory requests would induce
security-relevant effects for SEV-SNP.

3 FABRICKED Overview

We explain how we maliciously reconfigure the Data Fabric.

Threat Model. We operate in the AMD SEV-SNP threat
model [3]. Only hardware, microcode, PSP firmware, and the
CVM image are considered trusted. AMD documentation ex-
plicitly states that other firmware, such as the UEFI controlled
by the motherboard manufacturer/hypervisor, is untrusted. We
assume a software-only attacker who controls the hypervisor
and the UEFI. We do not assume physical access to the plat-
form. Lastly, we assume that the attacker cannot single-step
the CVM.

3.1 Boot Process

Figure 3 summarizes the boot flow. When the platform boots,
the PSP is the first unit to start before any x86 cores. The
PSP performs the necessary platform initialization such that
x86 cores can communicate with DRAM. Once the PSP fin-
ishes memory controller and routing initialization, it starts
one of the x86 cores to execute the untrusted UEFI firmware
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Figure 3: Data Fabric initialization at platform boot.

code provided by the motherboard manufacturer [11]. Sub-
sequently, the x86 core initializes the remaining CPU cores
and configures the remaining registers of the Data Fabric. No-
tably, the x86 core initializes the Data Fabric MMIO routing,
while the PSP initializes DRAM routing as we experimen-
tally confirm in Section 6. Once the UEFI finishes the basic
initialization, it informs the PSP about completion and hands
over control to the bootloader.

3.2 Attack

A malicious UEFI can program routing registers in the Data
Fabric. Misconfigured DRAM routing definitely breaks SEV-
SNP because it allows redirecting and discarding arbitrary
DRAM writes not only by the x86 cores but also by the
PSP. Our experiments show that a malicious UEFI cannot
tamper with the DRAM routing rules because the registers
are write-protected. However, we make two important obser-
vations. First, as we will explain in Section 4, a malicious
UEFI can tamper with the MMIO routing registers. Mod-
ifying the MMIO routing registers alone should not be a
problem in itself, as SEV-SNP does not use MMIO mem-
ory for any security-relevant tasks in its lifecycle. Second,
and more importantly, MMIO routing configuration impacts
DRAM routing. We will explain this in detail in Section 6.
Figure 4 shows the benign memory routing and maliciously
altered routing. By virtue of our two observations combined,
we corrupt MMIO routing to redirect PSP writes intended for
DRAM to I/0. The PSP performs critical write operations,
especially when initializing SEV-SNP by setting up the RMP.
As we will explain in Section 7, by targeting these writes
for malicious routing, we can corrupt the RMP, which then
impacts attestation and debug configurations of the CVMs. In
this way, we show that a malicious UEFI can misconfigure
Data Fabric to break SEV-SNP.

4 UEFI Experiments

This section describes the experiments we conduct to analyze
the Data Fabric initialization capabilities of the UEFI.

r/w.

Data Fabric

[ x86 DRAM |

|Attacker |

Data Fabric
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Figure 4: (a) benign access from PSP to x86 DRAM. (b)
maliciously configured Data Fabric redirects access.

4.1 UEFI Execution Stages

The UEFI firmware hosts assembly code in modules separated
into three main phases: (1) SEC, (2) Pre EFI Initialization
(PEI), (3) Driver Execution Environment (DXE). The SEC
and PEI modules perform basic initialization of the platform
state (e.g., initialize the memory) [70]. After the SEC and
PEI phases, the DXE phase initializes non-essential platform
devices (e.g., SATA, NVME, BMC). Via static reverse engi-
neering, we verify the presence of Data Fabric configuration
functions in the PEI and DXE phases (Appendix B).

4.2 Firmware Modification

As a first step, we verify that the UEFI is not signed, and
we can boot with a modified UEFI. Specifically, we want to
confirm that the SEV-SNP feature activates after we flash a
modified firmware image on our motherboard.

outl (0x80, O0xBA);
> for(uint6d 1i; 1<400000; i++) {;}
3 outl (0x80, 0xBO);
for (uint64 1i; 1<400000; i++) {;}

Listing 1: Custom UEFI module

Listing | shows the code we compile into a UEFI module.
We use an old version of UEFITool [62] to inspect and in-
ject the modules, since newer versions do not allow injecting
new modules. We attempt to insert a PEI module into the
firmware volume. However, the insertion changes the location
of existing modules in the firmware volume, resulting in the
system not booting and erroring with post code 0x05. Since
debugging UEFI errors without a proper hardware debugger
is extremely time-consuming and error-prone, we circumvent
the issue by replacing an existing module. Specifically, by ex-
amining the Ul Section strings, we identify modules that are
non-critical to the boot process and can be easily replaced. We
replace the AmiTpm20Plat formPei module, as our platform
does not use any TPM functionality. Flashing the modified
UEFI onto the SPI chip works without errors. During platform
boot, we do not observe any visible side effects that prevent
the system from booting. Most importantly, SEV-SNP acti-
vates when the system boots our custom firmware.

To verify the execution of our module, we target the DR
Debug display of our motherboard. DR Debug is an LED dis-
play that shows the last two hex digits of the current POST



code output. We use the out instruction on x86 with port
0x80 as shown in Listing 1. The DR Debug device displays
the least significant byte of the POST code, which is the least
significant byte we send to port 0x80. To ensure the byte is
visible and not overwritten with a different POST code shortly
after, we insert a busy loop after each write, ensuring the byte
is observable by the human eye. When flashing the firmware
with our custom module and booting the system, we can in-
deed see the custom POST code sequence 0xBA 0xB0, which
experimentally confirms that the CPU executes our code.

4.3 Register Write Protection

Writes from the x86 host operating system to Data Fabric
registers that configure DRAM or MMIO routing fail silently.
The move instruction executes successfully, but the register
does not contain the written value. Based on the openSIL
code and our reverse engineering (Appendix B), we see UEFI
writes to Data Fabric registers. We suspect that the registers
are locked at some point during the boot process, prohibiting
modification through the operating system. We aim to identify
the locking procedure within our closed-source UEFL

First, we verify that the UEFI Data Fabric writes update the
Data Fabric register. We insert a simple PEI module to read
and write to a Data Fabric MMIO routing register, immedi-
ately read it back, and test if the value changes. We output the
POST code sequence 0xBA; vall == val2; 0xB0 when
performing the overwrite, so 0xBA; 0x00; 0xB0 indicates
the overwrite failed, and a non-zero value means the overwrite
succeeded. We observe that the MMIO register writes are, in
fact, visible for a short period. However, when we read them
back during operating system execution, our changes are not
visible. We assume that this is the case because the register is
overwritten by later modules in the PEI or DXE phase, or by
the PSP. According to the openSIL codebase, it seems more
likely that a later module overwrites the registers; we explore
this possibility first.

We use automated reverse engineering techniques to iden-
tify code locations at which these registers may subsequently
be written. UEFI executes respective modules in each phase
in a non-predetermined order, which has to satisfy the de-
pendencies between modules. We identify reads, and more
crucially, writes in both the PEI and DXE sections using sig-
nature matching (See Appendix B.2 for details). We then use
carefully crafted Dependency Expressions, part of UEFI
firmware modules, to ensure our overwrite module is executed
after every other module that performs writes. After booting
the system with this configuration, we are able to read our
changes from the operating system context. This confirms
that we can overwrite the Data Fabric registers during the
DXE phase, which shows that the registers are still writable.
We therefore hypothesize that an operation or state change
within the UEFI must be responsible for the Data Fabric lock.

ID  String

0x5  "psp.PspMboxBiosQueryCaps"

0x6  "Psp.C2PMbox.ExitBootServices"
0x18  "Psp.C2PMbox.LockDFReg"
0x34 "Psp.C2PMbox.SignValidateHmacDataPreSmm"
0x52  "Psp.C2PMbox.DeferredPsbFuse"
0x53  Unnamed, referred to as "Command 0x53"
0x5d  "Psp.PspMboxBiosCmdSetConfig"
0x61  "Psp.C2PMbox.ResetTpmEstablishment"
0x62 "Psp.C2PMbox.DisableDrtmCapability"
0x6c  "Psp.C2PMbox.SmmLock"
0x74  "Psp.C2PMbox.SendCoSignPublicKey"

Table 1: PSP Command IDs present in AmdP spDxeV2Bhr with
accompanying debug strings, and if they are exposed.

4.4 Finding the Data Fabric Lock

A comment within openSIL, in xUSL/DF/DfX/SilFabri-
cRegistersDfX.h:1193, reveals that the PSP locks the Data
Fabric registers by setting a bit, named CfgRegInstAccRe-
gLock, in a Data Fabric register [11].

Thus, our focus shifts to search for mailbox interfaces be-
tween the UEFI code and the PSP. As the openSIL codebase
does not contain a direct interface between the UEFI and PSP
we shift our focus to coreboot. The coreboot project source
code contains such an interface and also documents certain
commands, including their meaning [1]. The code contains
a macro definition, MBOX_BIOS_CMD_BOOT_DONE, which ex-
pands to the literal 0x06. As an initial step, we search and
identify the function handling the mailbox commands with
the PSP in our closed-source firmware. We identify the Amdp-
spDxeV2Bhr module as a potential implementation of such
functionality in our UEFI implementation by the contained
debug strings. Using manual analysis of this module, we find
a function potentially responsible for PSP mailbox operations.

By analyzing the callsites of this function within this mod-
ule, we confirm that the UEFI uses command 0x06 as an
argument to this function. The containing function also has
the logging string "Psp.C2PMbox .ExitBootServices", fur-
ther confirming the use of this function. In analyzing other
callers of the mailbox function, we also find an invocation
with the constant 0x1b, accompanied by the debug print
"Psp.C2PMbox.LockDFReg". Neither of these functions is
invoked within AmdPspDxeV2Bhr, but rather exposed to the
remaining DXE modules using protocols and events. Further,
we analyze the binary for other security-relevant calls that the
UEFI may perform with the PSP. Table | shows a list of all
identified function calls with the linked debug string.

Next, we verify if the PSP command 0x1b locks the Data
Fabric as the debug string indicates. We modify the UEFI
to simply omit the call to lock the registers, to see if we can
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Figure 5: Overview of the Data Fabric and attached compo-
nents. Green components have active routing registers.

continue to boot to the OS. Trying to boot with those changes
results in the system automatically restarting just before invok-
ing GRUB. We hypothesize that the BOOT_DONE call depends
on the Data Fabric lock call being executed prior. When we
omit both mailbox calls 0x1B and 0x06, our system boots into
the OS with an unlocked Data Fabric. While our experiments
confirm we can boot with an unlocked Data Fabric, its secu-
rity implications are not yet clear. In the next two sections,
we explore how an attacker can use an unlocked Data Fabric
to circumvent AMD SEV-SNP security mechanisms.

5 AMD Platform Details

We introduce Data Fabric routing components, modern mem-
ory routing, and the Data Fabric configuration mechanism.
Unless stated otherwise, we use AMD terminology.

5.1 Platform Units

The Data Fabric is the central crossbar in AMD Zen architec-
ture, connecting major components. Figure 5 shows a simpli-
fied overview of each component and its connection to the
Data Fabric [20]. We distinguish between active computing
components sitting outside of the Data Fabric and routing and
management components within.

5.1.1 Non Data Fabric

Non Data Fabric units are not parts of the Data Fabric config-
uration mechanism but are directly or indirectly connected to
one of their units.

IOMMU: The I/O Memory Management Unit handles in-
coming memory transactions targeting the Data Fabric. The
IOMMU can translate a virtual address to a physical address
or directly pass through transactions. One IOMMU may con-
nect multiple devices, as shown on the right in Figure 5.

CCX: Each Core Complex Die (CCX) hosts multiple x86
CPU cores and L1/L2/L3 caches. Since the CCX units are

not within the Data Fabric, they interface with a CCM unit
(explained soon), which acts as a gateway into the Data Fabric.

UMC: Unified Memory Controller (UMC) units interface
to physical DRAM. Rather than the on-chip component, it
configures the physical timings and DRAM chip properties.

5.1.2 Data Fabric

Data Fabric components sit within the Data Fabric and can
be configured through Data Fabric registers.

TCDX: The Transport Command and Data Crossbar (TCDX)
is the routing hardware unit. The Data Fabric routes memory
requests through the TCDX blocks to the respective compo-
nents. TCDX units are passive and do not have an individually
controllable configuration on the Data Fabric.

CCM: Core Coherent Master units are the gateway for CCX
units into the Data Fabric. CCX units host the x86 CPU cores
and L1/L2/L3 caches. A CCM connects CCX units to the
Data Fabric and routes the memory requests on behalf of the
CCX. Thus, when configuring the Data Fabric routing for x86
cores, CCM instances contain the configuration details.

IOMS: I/O Master Slave units combine I/O Master and I/O
Slave units into one. Master units are generally the origin
of memory requests, whereas slave units are the recipients
of those memory requests. Since IOMS units are the final
gateway for PCle devices into the Data Fabric, they can be
the origin of a memory request (e.g, DMA) or the destination
(e.g., PClIe configuration access). Memory requests enter the
Data Fabric through IOMS or CCM units.

CS: Coherent Slave units are the endpoint for Data Fabric
memory requests. CS units connect to Unified Memory Con-
trollers (UMCs), which in turn interface with DRAM. Option-
ally, CS units can also connect to CXL devices, but CXL is
unsupported with SEV-SNP.

PIE: The PIE unit receives memory requests targeting the
Data Fabric configuration space. It performs the access checks
and applies changes to Data Fabric registers. AMD does not
document the internals of this unit, but routing registers and
documentation reveal its existence. Appendix A has more
details on the identification of this unit.

5.2 Memory Routing

x86 memory accesses distinguish between two memory types:
DRAM and MMIO. DRAM memory accesses are routed to
physical DRAM, whereas MMIO is routed to PCle devices
or other components that expose MMIO regions. x86 uses
DRAM as general-purpose storage memory, whereas MMIO
memory usually has devices or logic behind it that react in
certain ways to the memory read or write. However, in the end,
both memory types are just accesses in a contiguous physical
memory space. So, how does a processor know where to route
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Each of the registers is core exclusive.

the memory? To answer the question, we have to make two
distinctions between x86 and Data Fabric memory routing.

x86 Memory View. x86 has an internal register priority
which determines whether it requests MMIO or DRAM from
the Data Fabric. The Preliminary Programming References
(PPR), formerly also known as the Bios and Kernel Devel-
opment Guide, outlines the memory hierarchy [5, 8]. If not
otherwise specified, x86 issues memory requests to DRAM as
the default type. Multiple MSRs shown in Figure 6 override
the DRAM destination to MMIO or force it back from MMIO
to DRAM. Namely, Top of Memory (TOM) and TOM2 MSRs
have the lowest priority. TOM specifies a range starting be-
low 4GiB, ranging to 4GiB, that resorts to MMIO. TOM2
specifies the upper physical address above which all accesses
are MMIO. Followed by the I/O Range Registers (IORR),
which define a range in which all memory accesses are ei-
ther MMIO or DRAM, depending on a flag. The IORRs can
be used twofold: either to shadow TOM registers and force
DRAM access, or to force MMIO access over the default
DRAM type. Next in the hierarchy are Fixed Size Memory
Type Range Registers (MTRRs), which define the access des-
tination (MMIO/DRAM) for memory below 1 MiB.

Data Fabric Memory View. The Data Fabric receives a mem-
ory request from its connected components (e.g., [OMMU
/ CCX) and routes them according to their requested type.
It has 20 configuration register ranges for DRAM and 16
for MMIO. Each range consists of a base, a limit, a control,
and an interleaving or extension register [11]. If a memory
request entering the Data Fabric through one of the master
units (IOMS or CCM) has a matching type, the Data Fabric
routes it to the destination specified in the register associated
with the base and limit. Figure 7 shows routing examples for
MMIO and DRAM requests once they reach the Data Fabric.

DRAM and MMIO ranges may overlap with each other,
but must be exclusive within their type. For instance, MMIO
regions on the Data Fabric may overlap the DRAM routing

DRAM MMIO

. . Req :I/0 (a)
Bgsg : 0x0000000 Bgsg : 0x0001000 Addr :0x0001028
Limit: 0x8400000 Limit: Ox@0OFFFF
FabID: 0x@3 FabID: 0x20
Req :DRAM
— q ()
discard Addr :0x0001020
Data Fabric
CSs IOMS Req :I/0
\_ FablID 0x03 FablID 0x20 Addr :Ox00A1000 (C)

DRAM PCle devices

Figure 7: Simplified Data Fabric routing configuration. Re-
quest (a) request I/O and matches an MMIO register range.
Request (b) requests DRAM and matches a DRAM routing
range. Request (c) requests I/O but matches no MMIO routing
ranges; writes are thus discarded and reads return 0xFF.

configuration, but MMIO regions cannot overlap each other.
The Data Fabric gets a request from one of the master units
(CCM / IOMS) and routes the memory request based on the
MMIO or DRAM registers, depending on the requester. Since
there are multiple possible CS or IOMS units, the Data Fabric
stores a destination fabric ID with each memory range.

5.3 Data Fabric Configuration

We reverse engineer where Data Fabric configuration registers
are stored and which platform device manages its security.
During operating system runtime, the platform exposes the
Data Fabric configuration registers as a set of § PCle functions.
The PCle devices have the IDs: bus 0x00, device 0x18, and a
function number between 0x0 and 0x7 [8]. To read or write
any Data Fabric configuration registers, the UEFI or operating
system uses the PCle configuration space. The Data Fabric
routes the configuration space memory request to the PIE unit,
which is responsible for access controls (see Appendix A for
details).

When using the PCle offset to write to the Data Fabric,
the PIE unit applies the change globally to all Data Fabric
components if they support the configuration. For example, if
one changes the DRAM routing, all units receive the update
to then have the same configuration. To support the individ-
ual configuration of different units, AMD introduced indirect
access to the Data Fabric configuration registers. AMD imple-
ments indirect access through two register pairs: Fabric Indi-
rect Configuration Access Data (FICAD) and the Fabric Indi-
rect Configuration Access Address (FICAA) register. A third
register, the Fabric Configuration Access Control (FCAC),
exposes access control settings to the hypervisor [8, 11]. The
FICAA register specifies the Data Fabric register and the cor-
responding unit. Subsequently, the DFC unit forwards hyper-
visor reads and writes to the FICAD register to the respective
Data Fabric configuration register of the unit specified in the
FICAA register. Configuring the Data Fabric routing with
FICAA and FICAD access allows for asynchronous routing.



For example, one CCM block may route a MMIO memory
request to the IOMS block 0x21 while another CCM routes
the same address to block 0x22.

Since AMD uses the Data Fabric configuration space ad-
dress registers to route traffic to the unit, which in turn is
responsible for configuring the Data Fabric routing, it may
seem that there is a bootstrap problem. However, documents
reveal that the Data Fabric registers have a pre-defined value
on startup, such that the Data Fabric is in a state where it can
properly route configuration requests.

6 Data Fabric Experiments

Recall that we concluded at the end of Section 4 that a mali-
cious hypervisor can write to the unlocked Data Fabric. We
conduct experiments to understand the capabilities that this
primitive brings, with an emphasis on routing registers. We
experiment with DRAM and MMIO routing registers of the
Data Fabric.

6.1 DRAM Registers

As an initial step, we analyze the implications of modify-
ing DRAM routing through the Data Fabric. According to
openSIL and the PPR, Zen 5 has 20 register configuration
quadruples. Trying to write any of those registers fails, no mat-
ter at which state we write it. Specifically, we try to overwrite
all of the DRAM configuration registers during the PEI phase
and OS runtime. Since at no point in time are the DRAM
registers writable, perhaps another unit on the system initial-
izes them. The DRAM registers are influenced by the UEFI
configuration (e.g., interleaving setting); thus, it requires more
complex logic to initialize them. We hypothesize that the PSP
initializes the DRAM routing before the x86 cores start and
locks the Data Fabric DRAM registers such that the x86 cores
cannot change them. This assumption is further strengthened
by the POST code description of the PSP, which includes
many strings related to DRAM initialization [9]. Thus, we do
not pursue this line of inquiry any further.

6.2 MMIO Registers

As a first experiment, we want to confirm if changing the Data
Fabric MMIO registers at runtime influences MMIO routing.

As a goal, we try to redirect the x86 core access intended
for a USB controller BAR MMIO region. We read at the base
of the USB controller address range, 0x£0100004. The Data
Fabric function 0 registers 0xd80-0xd8c map access between
base address 0x0000£000 and limit address 0x0000£6£f to
IOMS block 0x20. From this configuration, we deduce that
the USB controller must be connected to IOMS 0x20. When
reading the memory at address 0x£0100004, the USB con-
troller returns 0x400840. We change the configuration such
that MMIO access falling within the base and limit range is

[ use ] [ vop ][ U?B ] [ vop ]

IOMS IOMS . IOMS IOMS
0x20 0x23 0x20 0x23
I I I I

Data Fabric Routing
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Read get . Read get
0xf0100004 0x400840 ; 0xf0100004 OXFFFFFFFF

Data Fabric Routing
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Figure 8: Data Fabric routing during the USB BAR experi-
ment. (a) We normally read the USB BAR. (b) We change the
Data Fabric to route the USB MMIO range to IOMS block
0x23 instead of block 0x20.

never routed to IOMS block 0x20 but always to block 0x23.
We do not know which devices are behind block 0x23, but
the likelihood is high that they do not map the previous ad-
dresses since they are already taken. Experimentally, when
we read the base of the USB controllers’ address range after
changing the routing, we always read OxFFFFFFFF, which is
not the expected value. According to AMD documentation,
OxFFFFFFFF is the default response if the routing logic does
not find a device responding to the memory request. This con-
firms our hypothesis that if we write to the routing registers,
they indeed influence Data Fabric MMIO routing, as depicted
in Figure 8.

Observation 1: Changes to the Data Fabric routing reg-
isters during runtime influence the platform routing.

In a second experiment, we try to shadow the memory re-
quests of an x86 core. First, we write 0xDEADBEEF from the
x86 core at DRAM address 0x1000. After writing, we flush
the caches with wbinvd and invalidate the TLB. Subsequently,
we reconfigure MMIO register quadruple 15 to map the range
0x00000-0x10000 and read the same address we previously
wrote. If the MMIO Data Fabric registers shadow the access
DRAM, we would expect to receive 0xFF as a response, other-
wise 0xDEADBEEF. When reading the memory after changing
the Data Fabric register, we see the value 0xDEADBEEF. This
reveals that the Data Fabric MMIO routing registers do not
influence the x86 core memory requests to x86 DRAM. Next,
we try to force the x86 core to request MMIO routing instead
of DRAM routing on the Data Fabric. This is not possible
because AMD locks the x86 MMIO configuration MSRs once
the SEV-SNP enable bit within the SYSCFG MSR is set [7].

Observation 2: Data Fabric MMIO routing registers do
not influence x86 DRAM memory requests originating
from the x86 CPU cores.
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Figure 9: IOMMU RMP checks when a device requests DMA
writes into memory.

In a third experiment, our goal was to route x86 MMIO traf-
fic to DRAM by changing the destination fabric ID. openSIL
documentation shows that the MMIO registers should only
have an IOMS block as the destination fabric ID. However,
writing a CS fabric ID as the destination fabric ID works,
and we read the changed destination value back. But when
we send an actual MMIO request that the Data Fabric routes
to the CS unit (specifically DRAM), we observe a platform
crash followed by a reboot. Recent Linux patches allow us to
examine the reason for the previous platform reboot [27]. Ac-
cording to AMD patches, the reason for the crash is: UNKNOWN
andData Fabric Sync Flood Event, which we cannot de-
bug further. We conclude that it is not possible to route MMIO
traffic to DRAM using the Data Fabric registers. Further, the
error codes do not have enough verbosity to further explore
what happens on a platform level.

Observation 3: Traffic routed according to Data Fab-
ric MMIO routing registers cannot have CS units (i.e.,
DRAM) as the destination.

Next to the x86 cores that interface through the CCM with
the Data Fabric, there are also IOMS blocks with a master
function on the fabric. IOMS blocks are the gateway for all
kinds of external devices onto the Data Fabric routing (e.g.,
PSP, PCle devices). PCle devices generally do not have the
notion of MSRs. Thus, they cannot specifically ask for MMIO
or DRAM. IOMMU is situated between the PCle devices
and Data Fabric. It translates Direct Memory Access (DMA)
requests from PCle devices. In addition, the IOMMU reads
the RMP-Table from DRAM and determines if an access is
allowed. Figure 9 depicts the flow.

Given that the Data Fabric MMIO ranges already shadow
the DRAM registers (Figure 7), we suspect that there may be
an internal mechanism that routes PCle non-explicit memory
requests according to MMIO routing rules first, and then by
DRAM routing rules. If true, Data Fabric to prioritize MMIO
rules before DRAM for requests coming through IOMS. To
test this, we change the Data Fabric MMIO routing register
quadruple 15 to shadow the RMP-Table and route the mem-
ory accesses into a non-mapped region. Then, to test this
configuration, we use the NIC to access DRAM. Since this
process triggers the IOMMU RMP check, it needs to fetch

the RMP-Table from the DRAM. Recall that reading from a
non-mapped region returns just OxFF blocks, and writes are
simply discarded. Going back to our NIC experiment with
modified MMIO routing, we experience RMP page faults in
the IOMMU. This confirms that the IOMS prioritizes MMIO
rules and ends up reading 0xFF instead of the RMP-Table
entry from the DRAM. Notably, we were only experiencing
RMP faults in the IOMMU and no RMP faults on the x86
cores. Thus, we conclude that the Data Fabric routes x86
RMP only based on DRAM routing rules. Nevertheless, we
cannot exploit this behavior because we do not control the
return value; worse, 0xFF is interpreted as prohibited access
by the RMP.

Observation 4: The Data Fabric routes IOMMU mem-
ory requests first based on Data Fabric MMIO routing
rules before defaulting to DRAM routing.

IOMMU connects to the Data Fabric through IOMS. Al-
though we cannot use our observation to bypass IOMMU,
we can perhaps use other units, such as the PSP, but they
would have to be connected to IOMS. Unfortunately, AMD
does not document the exact location of the PSP on the plat-
form. However, through code comments and debug strings,
we know that the PSP is behind an IOMMU and thus most
likely connected to an IOMS component. To further pinpoint
the exact IOMS block of the PSP we use the PSP BAR reg-
isters and the Data Fabric MMIO routing registers. The PSP
exposes a set of MMIO registers to the hypervisor for com-
munication. These MMIO registers are part of a BAR region.
The Data Fabric must forward writes targeting the BAR re-
gion to the PSP. Therefore, the Data Fabric must forward the
MMIO requests to the IOMS with the PSP attached. So, to pin-
point the IOMS gateway of the PSP into the Data Fabric, we
look at all the Data Fabric MMIO configuration registers and
search for the one mapping the x86-PSP MMIO communica-
tion range 0x0xd1200000-0xd12fffff and 0x0xd1300000-
0xd1301fff. We find register pair 0xdc0-0xdcc maps the
range 0xd0000000-0xd7££0000 and routes the traffic to
IOMS block 0x22. We conclude IOMS block 0x22 connects
the PSP with the Data Fabric.

Next, we want to tamper with the PSP accesses that are
routed through the Data Fabric (e.g., to the x86 DRAM). We
revive our attempts of shadowing the DRAM with MMIO
routing rules, as we did for the IOMMU above, but this time
for PSP. Specifically, we want to check if we can target PSP
read and writes for the x86 DRAM and misroute them. Again,
we target the PSP accesses to the RMP, which is stored in
the x86 DRAM. We know that when the x86 core requests to
enable SEV-SNP, it performs an API call to the PSP, which in
turn initializes the RMP-Table in a secure state. If our hypoth-
esis holds, we could redirect the PSP writes to the RMP-Table
during initialization and thus compromise the initial RMP
configuration. We use the MMIO register quadruple 15 and
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Figure 10: A malicious hypervisor reconfigures the Data Fab-
ric at init-time and re-routes PSP memory requests.

shadow the RMP-Table range defined by two MSRs. Our
experiments confirm that we can redirect PSP writes targeting
the Data Fabric because the entire RMP stays zeroed (i.e.,
unchanged) despite PSP writes. In summary, observation 4
also applies to the PSP as it interacts with the Data Fabric
through an IOMS unit.

Observation 5: The Data Fabric routes PSP memory
requests first based on Data Fabric MMIO routing rules
before defaulting to DRAM routing.

7 Case Studies & Implementation

This section presents how we use the previously introduced
primitive to compromise SEV-SNP. We execute our experi-
ments on a Zen 5 AMD EPYC 9135 16-core processor run-
ning SEV firmware version 1.55:44 with microcode revi-
sion 0x0b002116. As a motherboard, we use an AsRock
BERGAMODS-2L2T with firmware version 10.01.00 and
Linux 6.15.0-rc5 as the guest and host operating system. We
present two case studies to undermine SEV-SNP.

Evaluation Beyond Zen 5. We evaluate our attack on the
newest Zen 5 generation. We do not have access to a compati-
ble motherboard that supports Zen 3 or Zen 4 to test our attack.
Since the cloud providers restrict flashing the firmware on
bare metal machines, and the potential of accidentally brick-
ing the cloud machine with corrupted firmware, we refrain
from renting a machine to test our exploits on cloud offerings.

RMP Table

[l protects normal DRAM memory

[ protects RMP-Table memory

Figure 11: RMP-Table layout. FABRICKED enables an at-
tacker to control the RMP entries protecting the RMP entry.
This allows FABRICKED to make pages writable that are read-
only for security reasons.

7.1 Compromising the RMP-Table

FABRICKED enables us to control the initial RMP-Table state
after SEV-SNP initialization.

Skipping the Data Fabric Lock. We modify the UEFI of
our motherboard to skip the PSP API calls BootDone and
LockDF. Skipping the calls results in the Data Fabric being
unlocked during runtime.

Shadowing the RMP Table. Before initialization, the RMP-
Table is writable by the untrusted hypervisor. During RMP-
Table initialization, we modify the Data Fabric configuration
to redirect PSP writes. Figure 10 depicts the re-routing. There-
fore, the writes to initialize the RMP-Table into a secure state
never reach DRAM. This way, the SEV-SNP initialization suc-
ceeds while the hypervisor-supplied RMP state stays intact
in the DRAM. The initial state of RMP is also critical, since
the RMP-Table uses the RMP-Table for protection. Figure 11
depicts the RMP-Table and the entries in the RMP-Table that
protect RMP-Table memory. Under benign execution, after
SEV-SNP initialization, a hypervisor cannot directly write
to memory hosting the RMP table, as x86 cores are subject
to RMP checks, which prohibit direct writes. However, if
we control the initial RMP configuration, we can set these
self-protecting entries to allow writes to the RMP-Table mem-
ory. By gaining write access to the RMP table after the PSP
initialized SEV-SNP, all SEV-SNP integrity protections are
bypassed as the RMP ensures integrity by stopping certain
memory writes.

Implementation. We modify the AmdPspDxeV2Bhr module
by replacing the PSP API calls to BootDone and LockDF
with NOPs. We further modify the Linux kernel with 223 LoC
within the sev-dev. c file. The code changes the Data Fabric
MMIO routing registers for IOMS unit 0x22 to shadow the
RMP-Table. After initialization, we revert the Data Fabric
changes and put the fabric into a stable state. Listing 4 shows
the simplified attack code we run in the modified Linux kernel.

7.2 Arbitrary Memory Read and Write

We show how an attacker can transparently read and write
arbitrary memory on a fully attested non-debug-enabled pro-
duction CVM. This case study was originally proposed by a



1 df_indirect_write(/*[..]*/, rmp_base>>16);
df indirect write(/*[..]*/, rmp_limit>>16)
df_indirect_write(/*[..]*/, 0x22);

4 rc = __sev_do_cmd_locked(SEV_CMD_SNP_INIT_EX,

5 /L 1%

6 df_indirect_write(/*[..]*/, old_base);

7 df_indirect_write(/*[..]*/, old_limit);

8 ctrl.DstFabricID = old_dst;

9 df_indirect_write(/*[..]*/, old_dst);

Listing 2: Abbreviated modifications to
drivers/crypto/ccp/sev-dev.c, misconfiguring the
fabric.

Guest Context Page: sev_guest_t

01 23 45 67 89 ab cd ef

OxleO: £0d3 3109 £441 c2c5 al0d2 e773 0e3l a4d64

0x1£f0: 0200 0000 0100 0000 0000 0300 0000 0000
snp state type

policy snp

Figure 12: Approximate layout of the guest context, as per
psp source code [6]. The policy_snp field needs to have its
19t bit set to high to enable debugging [12].

Google Project Zero SEV-SNP security review [30].

Debug Mode. If a CVM is in debug mode, a hypervisor can
request the PSP to arbitrarily decrypt and encrypt CVM mem-
ory. While this feature is undesirable in production CVMs,
AMD only enables the API if the hypervisor sets a specific
debug-enable bit during guest creation. The debug-enable bit
is part of the attestation report, and a guest thus detects if
a hypervisor maliciously sets the bit. At runtime, the PSP
accesses the debug-enable bit in the so-called guest context
page. The guest context page is a 4KiB page that the PSP
assigned to each CVM and holds security-critical information
about a CVM (e.g., attestation hash, CVM ID). When the
hypervisor wants to use the CVM memory decrypt/encrypt
APIs of the PSP, it also supplies the physical address of the
guest context page. The PSP checks the permission bits of
the guest context page and either allows or disallows the API
call. The RMP-Table prevents the hypervisor from writing
to the guest context page at runtime. As an additional means
of protection, the PSP inline encrypts the guest context page
content. However, only the RMP-Table prevents the hyper-
visor from overwriting the encrypted guest context page, as
there are no other integrity checks.

Malicious Debug Mode Enable. To maliciously enable the
debug mode, we must flip the debug-enable bit after attesta-
tion. Since the guest only attests to the image in the beginning,
any changes after attestation are impossible to detect. The
only mechanism that hinders us from enabling the debug
mode of a production CVM is the RMP-Table. The RMP-
Table protects the guest context page from hypervisor over-

writes. Since FABRICKED allows us to directly write to the
RMP-Table, we can circumvent the write-protection by chang-
ing the RMP-Table entry of the guest context page. The guest
context page is still encrypted, so we are unable to directly
change the debug-enable-bit. However, we can change the
ciphertext of the debug-enable-bit location, and have a 50%
chance of the bit flipping. To find the offset within the guest
context page where the debug-enable-bit is stored, we use
static analysis of the open source PSP firmware. We compute
the offset as the 16-byte encryption block starting from off-
set 0x1F0. Figure 12 shows the position of the policy_snp
enable struct field that embeds the debug-enable-bit. By en-
abling the debug mode after attestation, the hypervisor has
the ability to read and write arbitrary CVM memory and thus
compromises all SEV-SNP protection guarantees.

Implementation & Evaluation. We implement our attack in
a kernel module in 226 LoC. Our code repeatedly changes the
16-byte encryption block at guest context page offset 0x1F0
and tries to execute the SNP_DBG_DECRYPT API call. If the
call succeeds, we have successfully flipped the debug-enable
bit; if not, we try a different ciphertext value and repeat until
success. Since AES acts as a pseudorandom function, each
iteration has a 50% chance of success. Our attack succeeds
on average after 1.97 iterations for 1006 experiments, as we
expect. The mean duration of the attack, all retries considered,
is 1.59ms, and we record a maximum number of 21 attempts.
Note that the victim CVM cannot detect the failed attempts.
Thus, the attacker can keep trying till it succeeds, after which
the VM is also unaware of the debug enablement.

7.3 Forging Attestation

We demonstrate how an attacker can supply the guest with
arbitrary attestation values, similar to BadRAM [24].

Attestation. The guest requests attestation by making a hyper-
call to the hypervisor, which contains an encrypted payload
with the attestation request. The hypervisor is required to
forward the request to the PSP, who authenticates the guest
request and serves it. The PSP returns an encrypted response
to the hypervisor, who in turn forwards it to the guest for
authentication. The guest observes the attestation value and
determines the authenticity of the CVM image it is running.

Forging attestation. The PSP computes the attestation value
once on CVM activation. Like the debug-enable bit, the attes-
tation value is part of the guest context page. The attestation
value is located at offset 0x460 and is 48 bytes long. The
PSP encrypts the guest context page with a static key, freshly
generated on every host boot. To successfully forge an attesta-
tion report, a malicious hypervisor must first create a benign
CVM and snapshot the attestation value. In a second step, the
hypervisor boots an arbitrary image and lets the guest connect
to it. Shortly before the guest requests attestation, the mali-
cious hypervisor uses the FABRICKED primitive to overwrite



the guest context page with the expected attestation value.
The PSP returns the expected attestation value, despite the
image being maliciously modified by the hypervisor. Subse-
quently, attestation succeeds, and the guest wrongly assumes
it executes in the image supplied to the hypervisor.

Implementation & Evaluation. We boot the benign image
and snapshot the attestation report using a kernel module.
Subsequently, we boot a malicious image that generates a
wrong attestation report when we query it from the guest. We
request the attestation report. We observe the report differs,
and attestation recognizes the changed image, as expected in a
benign case. Next, we use the same kernel module again with
different parameters and replace the measurement value in
the guest context page. We request another attestation report,
and the report matches the one of the benign image despite us
changing the image. The attack works with 100% probability.

8 Discussion

We discuss the root cause, mitigations, and applicability to
other architectures and motherboards.

8.1 Root Cause Analysis

Pinpointing the root cause of FABRICKED is not immediately
obvious, as two issues combined enable our attack.

Root Cause #1. PSP forgot to verify that the UEFI locked the
Data Fabric, which we classify as a firmware vulnerability.
However, even with a locked Data Fabric, a malicious UEFI
can create overlapping MMIO mappings for memory to in-
fluence the PSP writes to the RMP. We investigated the PSP
source code and observed the following: To prevent the use
of unprotected MMIO resources, the PSP operating system
builds an internal system memory map that distinguishes be-
tween DRAM and MMIO [6, 10]. In fact, it even checks that
all security-relevant data structures, such as the RMP-Table,
are indeed residing in DRAM. Further, to avoid overlaps be-
tween the Data Fabric DRAM and x86 core MMIO regions,
the PSP ensures that the RMP and other critical data struc-
tures are never mapped in any Data Fabric or x§6 MMIO
regions. None of these are effective since we directly change
the MMIO routing. Thus, a defense would need to lock both
the MMIO Data Fabric configuration and the existing map-
ping checks. Importantly, the PSP must recompute the internal
memory map after locking the Data Fabric.

Root Cause #2. PSP writes targeting x86 DRAM are routed
through MMIO rules first. We investigated the PSP source
code and report the following observations. According to pub-
licly available source code for an older SEV firmware version
1.55:25, the PSP maps RMP-Table memory with the flag
AXUSER_DRAM_BYPASS_IOMMU. As the SEV firmware code
does not include the header file defining the flag, we search
in all publicly available AMD repositories and find it. The

header file states that this flag requests General DRAM and
has the ReqIO bit not set [10]. The experiments in Section 6
show that when the x86 cores request DRAM, the Data Fabric
routes it based on the DRAM routing rules, and the MMIO
routing configuration is ignored, even if there is an overlap
with the MMIO registers. We would expect the same behavior
from the PSP, such that all memory requests with the target
DRAM are routed based on the DRAM routing configuration.
The experiments in Section 6, show that this is not the case,
and PSP memory accesses targeting DRAM are first routed
based on the MMIO Data Fabric registers, and if there is no
match according to the DRAM Data Fabric registers. This
leaves us with three possible conclusions. Either it is a hard-
ware bug, and the Data Fabric should route it properly based
on the DRAM registers, or the behavior is intended, in which
case the source code comments are misleading, or the DRAM
bit is not properly propagated when the PSP memory requests
get forwarded to the IOMS unit. As this involves proprietary
hardware knowledge, we are unable to narrow it down further.

8.2 Mitigation

We propose two mitigations to address each of the root causes.

Writable Data Fabric Registers. The PSP must check on
SEV-SNP init that the Data Fabric register lock is active. Alter-
natively, the PSP can set the lock itself before SNP init. After
locking the Data Fabric, the PSP must rebuild its internal sys-
tem memory map to reflect possible changes. With a locked
Data Fabric and a correct system memory map within the PSP,
FABRICKED becomes infeasible as an attacker cannot re-route
memory requests anymore. The PSP already builds a memory
map and excludes critical data structures from overlapping
with MMIO [6, 10].

MMIO Routing. The PSP requests writes to DRAM, but
the Data Fabric routes the request based on MMIO routing
rules first. We can only hypothesize if some component sim-
ply does not propagate a bit or if the PSP is architecturally
incapable of requesting DRAM from the Data Fabric. How-
ever, the mitigation must ensure that the hardware routes the
PSP memory access based on DRAM rules, like it already
does for x86 memory accesses. Whether implementing this
mitigation requires a new CPU generation or is as simple as
correctly propagating the request can only be answered with
HDL/firmware-level access.

8.3 Applicability to Other Architectures

In Intel TDX threat model, the UEFI is also untrusted. How-
ever, instead of relying on a dedicated security co-processor,
Intel relies on Authenticated Core Modules (ACMs) and mi-
crocode like execution (MCHECK) on the x86 cores to ver-
ify that the UEFI has configured the platform in a correct
state [39]. Due to the closed-source nature of Intel systems
and the unavailability of any information regarding memory



routing, we were unable to conduct any experiments. A se-
curity report by Google Project Zero looked into the threat
of a malicious UEFI for TDX and did not identify any weak-
nesses [31]. The report highlights the lack of specification
and source code as a problem when evaluating TDX security.

Arm CCA uses the EL3 firmware to bootstrap its platform.
As there is no hardware available, we are unable to conclude
on the viability of FABRICKED on Arm CCA. However, public
documents indicate that the entire bootchain will be signed
such that no malicious code can be run during early boot [14].

8.4 UEFI Modification

Motherboard vendors may prevent end-users from flashing
custom UEFI firmware onto their motherboards. This is in ac-
cordance with the NIST SP 800-193 specification to make the
firmware more resilient against multiple attack vectors [54].
The implementation of the NIST SP 800-193 specification
often includes a trusted FPGA that ensures only motherboard
vendor-signed firmware boots. Importantly, these protections
are orthogonal to AMD confidential computing. Thus, SEV-
SNP does not interact with the FPGA on the motherboard in
any way. More importantly, motherboard vendors are outside
of the SEV-SNP threat model and can also act maliciously.
This includes cloud providers that often have their custom
motherboards [29, 49]. By using Asrock’s BERGAMODS-
2L.2T motherboard, which allows us to flash custom UEFI
firmware, researchers can operate in the SEV-SNP threat
model to experiment with the capabilities that a cloud provider
has, i.e., full control over the UEFI firmware.

9 Related Work

We discuss closely related work to FABRICKED.

SEV and SEV-ES Attacks. Attacks against the first version
of SEV exploited architectural weaknesses. Hetzelt et al. ex-
ploit the weakness that SEV only encrypts the CVM memory
and not the register state [34]. Morbitzer et al. use the hy-
pervisor ability to remap pages to extract the full encrypted
CVM memory [51]. Many other works also use the ability to
remap pages to extract secrets [50-52, 72]. Multiple works
use untrusted CVM interfaces to compromise SEV-ES secu-
rity guarantees [35, 58], as well as using power interfaces to
compromise SEV [19,71]. Lastly, Li et al. introduces TLB
poisoning as well as ASID confusion attacks against SEV and
SEV-ES [44,46]. Since FABRICKED redirects PSP writes, it
may be possible to also apply it to SEV and SEV-ES variants.

SEV-SNP Attacks. SEV-SNP is the de facto secure standard,
solving many architectural weaknesses of its predecessors.
However, a long list of side-channels is still applicable to
particular applications running in an SEV-SNP CVM [21,28].
Cipherleaks exploits repeating ciphertext values in the VMSA
block to leak application data [45]. Li et al. systematically

study ciphertext side channels in Linux on SEV-SNP [43].
Similarly, multiple other works use ciphertext visibility to
leak confidential data. Hypertheft and Ciphersteal apply it
to neural networks to leak weights and user inputs [76, 77].
Relocate+Vote and Heracles use an SEV-SNP API to move
pages in memory and circumvent AMD tweak value protec-
tion [66,75]. Cachewarp exploits the invd instruction to revert
CVM state [78]. Schliiter et al. exploit the interrupt injection
interface to compromise SEV-SNP [64,65]. BadRAM exploits
the missing alias checking in SEV-SNP to create alias mem-
ory addresses. They use the aliases to circumvent the RMP
protection and forge attestation [24]. SEV-Step is a single-
stepping framework that enables multiple of the previously
mentioned attacks [73]. RMPocalypse uses a catch-22 during
SEV-SNP initialization to compromise its integrity [63].
Platform Reverse Engineering. SGX Explained discusses
the startup sequence of Intel processors and reverses aspects
thereof [22]. FABRICKED reverses how AMD initializes the
platform and fabric in the context of SEV-SNP. Buhren et
al. reverse engineered the AMD PSP boot flow and voltage
supplies [19]. A blog post looks into the PSP firmware and
memory layout [23]. Ritter et al. reverse engineer the perfor-
mance characteristics of the port mapping algorithm on AMD
Zen [59]. Entrysign and CustomProcessing unit reverse engi-
neer the microcode functionality on AMD and Intel [18,42].
Further, multiple works reverse engineer different compo-
nents of the CPU with the goal of security analysis (e.g., TLB
caches [26,68], the CPU frontend [74], the Intel CPU inter-
connect [56]) and RMP caching behavior [16]. Several works
examine the inner working of Nvidia GPUs [32,33,79].
UEFI Reverse Engineering & Open Source Implementa-
tions. UEFIs are traditionally closed source. The coreboot [1]
and Libreboot [47] projects aim to provide open source and
versatile alternatives. Coreboot in particular also contributes
to the Ghidra project, making analyzing UEFI modules in
Ghidra possible [4]. In a similar vein, efiXplorer is a plugin
for the Ida Pro SRE toolchain, which can analyze entire UEFI
volumes and infer the dependencies between them [17]. UE-
FITools is a program to analyze and potentially modify UEFI
firmware volumes [61, 62]. The firmware blobs for AMD
platform have some additional, non-standard structures and
content. PSPTool can analyze, display, and extract these [57].
FABRICKED benefits from some of these tools.

10 Conclusion

We present FABRICKED, a novel attack that manipulates the
interconnect routing to compromise AMD SEV-SNP secu-
rity guarantees. We hope that our reverse engineering of the
platform initialization and its interaction with AMD Infinity
Fabric opens a new line of investigation. FABRICKED serves
as a strong motivator to vendors such as AMD to continue
their open-source efforts for improved security analysis.



Ethical Considerations

We informed AMD about the vulnerability on the 3rd of
August 2025. AMD acknowledged the finding on the 14th of
August 2025. We discussed the vulnerability with AMD and
agreed to a responsible disclosure process, accompanied by
an embargo.

Stakeholders

The key stakeholders involved in this matter are AMD, cloud
service providers, motherboard vendors, customers of those
providers, and end users.

Impacts

Impacts: We follow the following ethical principles: reduce
harm, make sure that the entity that can issue the patch is
informed as soon as possible, help them to mitigate the vul-
nerability if needed, and ensure that the patches are released
and deployed before the vulnerability is made public. We
further follow a coordinated disclosure process that embodies
these principles. We aim to reduce the following harms: data
exposure, service disruption, and research misuse.

Responsible disclosure within the confidential computing
threat model remains challenging, as the cloud providers, who
may be the attackers, must be informed before the clients,
potential victims, to deploy patches.

Mitigations

As per our independent assessment, as the manufacturer of
the affected CPUs, we deem that AMD is in the right position
to coordinate communication and mitigation efforts with the
remaining stakeholders. Typically, they take on the respon-
sibility of implementing the mitigations (which are possible
in the case of our paper, as they informed us) and coordinate
the release of the mitigation such that the impacted machines
can be patched before the embargo is lifted. Since in our case,
AMD has agreed to take the responsibility, we decided not to
engage with the remaining stakeholders to ensure clear com-
munication through one point of contact. Accordingly, we
have not disclosed the vulnerability to any additional parties,
including cloud vendors or customers, beyond our formal com-
munication with AMD. To mitigate potential harms caused
by our research, we did an initial responsible disclosure with
AMD as our primary point of contact. They have agreed to
lead the coordinated disclosure, and we were operating under
an embargo agreement.

Decision

We decide to continue our research, as our insights will help to
secure other platforms and contribute to more secure systems
in general.



Open Science

Our artifacts include the binary we flash onto our Asrock
BERGAMODS-2L2T motherboard. The creation steps for
the binary are detailed in the paper (see Section 4). The bi-
nary bootstraps the EPYC system but does not lock the Data
Fabric registers. We include the Linux kernel that performs
the attack described in Section 7.1 to compromise the RMP
during initialization. Lastly, we include the kernel modules to
perform the debug enable and attestation forgery attack. The
artifact is available at https://zenodo.org/records/17830021.


https://zenodo.org/records/17830021
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A Data Fabric Registers

We introduce the location of important Data Fabric registers.
Configuration Space Routing. Function 0x0 register 0xC20
contains the destination Data Fabric FabricID of the unit
that receives PCle configuration space writes, accessing Data
Fabric registers. On our machine, this unit is 0x77, which
corresponds to the PIE unit. The PIE unit is not further docu-
mented, despite multiple mentions in the openSIL and PSP
SEV firmware codebase [6, 11].

MMIO Register. Further, function 0x0 hosts the 16 MMIO
routing register ranges of the Data Fabric. The MMIO base
register at offset 0xD80 specifies the lower address bits for
the MMIO region. The MMIO limit register at offset 0xD84
specifies the upper address bits for the MMIO region. The
MMIO control register at offset 0xD88 controls read/write
access and the destination FabricID for the memory region.
Lastly, an MMIO extension register at offset 0xD8C optionally
specifies high-order bits for MMIO addresses that have bits
higher than 48 set. The register quadruples are continuously
replicated 16 times in the configuration space [11].

DRAM Register. The same register set is also present for
DRAM routing. The DRAM base is located within function

0x7 offset 0xE00, whereas the limit is at offset 0xE04. An
interleaving register at offset 0xE08 controls the interleaving
setting of DRAM access and the destination CS unit. The
last register at offset 0xEOC specifies additional details for the
interleaving control [11].

B UEFI Reverse Engineering

We statically analyze the UEFI binary of our motherboard to
identify code that configures the Data Fabric. As the firmware
package, we use firmware version 10.01.00 of an ASRock
BERGAMODS-2L2T.

B.1 Searching for Data Fabric Configuration

We resort to the openSIL code base to see how the UEFI may
configure Data Fabric registers. openSIL defines 20 register
quadruples for DRAM routing configuration and 16 registers
for MMIO routing configuration. Further, openSIL accesses
the registers using a function to perform sanity checks. Two
functions within the openSIL codebase read and write Data
Fabric routing registers, DfXFabricRegisterAcc (Read |
Write). Looking at the binary is challenging because the
compiler may have inlined or optimized those functions.

I uint32_t DfXFabricRegisterAccRead (uint32_t Socket,
) uint32_t Function,
uint32_t Offset,
4 uint32_t Instance) {
L]
6 assert (Socket < 2);
assert (Function < 8);
8 assert (Offset < 0x2000);
9 assert ((Offset & 3) == 0);
10 assert (Instance <= FABRIC_REG_ACC_BC);
11 /L]
12 PciAddr.Address.Device = Socket + 0x18;
13 if (Instance == FABRIC_REG_ACC_BC) {
14 /][]
15 RegisterValue=xUSLPciRead32 (PciAddr.AddressValue);
16 } else {
17 /L]
18 xXUSLPciWrite32 (PciAddr.AddressValue,FICAA3.Value);
19 VA |
20 RegisterValue=xUSLPciRead32 (PciAddr.AddressValue);
21 }
22 return RegisterValue;

3}

Listing 3: Minimized DfXFabricRegisterAccRead. Note
the asserted preconditions,
which are useful for matching this function. Adapted from
xUSL/DF/DfX/DfXFabricRegisterAcc.c in openSIL [2]

Listing 3 shows a minimized version of the Data Fabric
register read function in openSIL.

As the name implies, the UEFI may use these functions
to read and write Data Fabric registers, as documented in
openSIL [11]. We use UEFITool to unpack the different in-
dividual binaries from these phases and then analyze them
with IdaPro. Each of these modules contains a part called the
UI Section, which contains the module name. To start, we
used this section of the individual PEI modules to identify



potentially interesting binaries. Since AMD supplies AGESA,
the module names are likely prefixed with Amd.

1 int32_t sub_75c£f0940(int32_t argl @ ecx,

2 int32_t arg2,
int32_t arg3,
int32_t arg4d) {

t3
4 int3
5 if (arg2 >= 8)
6 sub_75c£006b (0xdf£50080) ;
if (arg3 >= 0x2000)
8 sub_75c£006b (0xdf£f50081) ;
9 if ((uint8_t)arg3 & 3)
10 sub_75c£006b (0xdff50082) ;

11 esi_3 = ((argl - 8) & 0xl1f) << 0Oxf;
12 if (eax != Oxffffffff) ({
13 if (eax > 0xff) {
14 sub_75c£f006b (0xdf£f50091);
15 }
16 esi_6 = (esi_3 & O0xffffc08c) | 0x408c;
1 sub_75cfl6a8 (esi_6,
18 (eax << 5 | (arg2 & 7)) << 0xb
19 | ((arg3 & Oxffc) | 2) >> 1);
20 ecx = (esi_6 & O0xffffcO0b8) | 0x40b8;
21 }
22 else
3 ecx = (arg2 & 7) << Oxc | (arg3 & Oxfff) | (

esi_3 & Oxfff£8000);
24 return sub_75cf£1695 (ecx) ;
5}

Listing 4: Decompiler output of the same function found in
AmdFabricBhrPei

Listing 4 shows a function that closely resembles the read
and write function present in openSIL. We can, with some
confidence, assume that these subroutines are functionally
identical. One good indication of this is the similarity of as-
sert/precondition verification. sub_75c£006b is likely to be a
kind of assert_fail function, as it contains an infinite loop
and some debugging output, and it is called when the comple-
ment of the asserted condition holds. The control flow of the
function also closely resembles the reference, with the distinc-
tion of broadcast or individual accesses being made, and the
accesses based on this. Finally, the bitwise operations also mir-
ror the conceptual setting of values in the bit field. Compare,
for example, the calculation of PciAddr.Address.Device
defined in Listing 5 with Listing 4, line 13: The caluclation
-8 & 0x1f isequivalent to + 0x18 for range [0,7], which in-
cludes the valid range the socket argument. It is then shifted
by 15 bytes which matches the position of the Device field
in the bitwise representation of the EXT_PCI_ADDR from List-
ing 5.

I typedef struct {

2 uint32_t Register:12;
uint32_t Function:3;

4 uint32_t Device:5;
uint32_t Bus:8;

6 uint32_t Segment:4;

7 } EXT_PCI_ADDR;

3 typedef union _PCI_ADDR {

9 uint32_t AddressValue;

10 EXT_PCI_ADDR Address;

11} PCI_ADDR;

Listing 5: Bitfield definition for a PCI(e) address value.
Adapted from xUSL/Include/Pci.h in openSIL [11]

These comparisons hold for all of the other bitwise operations,
and similarly for the -Write function.

By matching the function callsites with logging strings
present in the openSIL open source code, we are confident
that we identified the Data Fabric register read and write
functions within the binary. As the UEFI actively uses these
functions to write to Data Fabric registers, it indicates that
at least at this stage of the boot process, certain Data Fabric
registers are writable from the x86 core.

B.2 Finding Data Fabric Operations

Another aspect of analyzing the platform initialization stage
is determining where the data fabric registers are read and
written. Unfortunately, differently from for example module
specific registers, no special instruction is used to perform
such actions. We therefore make use of signature matching,
a feature common in many SRE toolchains. Signatures are
representations of functions present in analyzed files, which
can be used to identify the same function in other programs.
These would typically be used for functions that are statically
compiled into programs. In IDA specifically, this can be done
by exporting named functions in a binary as a sig file and
then matching against these in other files. We do so, first with
the function identified in Section B.1, and later with another,
similar function which is used by the DXE stage. This also
highlights an issue with using this technique: Small differ-
ences in how the compiler chooses to emit the machine code
for these functions may make it very difficult to make use
of such maching techniques. In this particular instance the
DXE phase only makes use of the broadcast write function-
ality, which seems to have prompted the compiler to remove
the other codepath for optimization reasons. This highlights
a limitation of relying exclusively on matching previously
found functions. In this case, however, it succeeds in deter-
mining after which modules no other write occurs, at least to
the registers are interested in.
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